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1 Introduction

We report here the outcome of a preliminary evaluation of GPGPU boards
performance with scientific codes used in our eLab computational environ-
ment. Results presented here were obtained on a test machine equipped
with three Nvidia Tesla C1060 GPGPU boards kindly made available to us
by the vendor, E4.

We focused on three di!erent codes, NAMD, TurboRVB and Gromacs,
which were already ported on Nvidia GPGPU hardware. We should note
that the porting strategy is di!erent for the three packages and details about
this will be presented in the following sections. We anticipate that we were
able to run only the first two codes while in the case of Gromacs we were
not able to get a working binary. Some details on our unsuccessful e!orts
will be however presented.

The benchmarks for the selected applications are all part of eLBaS, the
eLab Benchmarking Suite1 and were selected from actual workloads submit-
ted to our eLab infrastructure.

1www.escience-lab.org/elbas
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2 Hardware and software environment details

Some details of the GPGPU machine teslaws and the hardware we are com-
paring it to are displayed in table 1. At least 2GB of RAM per processor
were available on each machine.

name CPU type cores L2+L3 cache FSB
zebra Xeon E5420 2.5GHz 2! 4 12+0 Mb 1333 MHz
suntest Opteron 8384 2.7GHz 8! 4 0.5+6 Mb 2000 MHz
teslaws Xeon X5472 3GHz 1! 4 6+12 Mb 1600 MHz

Table 1: Hardware details

The codes were always compiled with the Intel Fortran Compiler version
10.1 and OpenMPI 1.3 libraries with LibNUMA 2.0.2 a"nity support. The
operating system was CentOS 5.2 on all of the considered machines.

In this performance study we ran all the benchmarks using what we
define a “base approach” that mimics the usage of scientific applications by
typical users, which means that no advanced and/or specific optimization
techniques are applied. Optimization level at compiling time is the one
indicated by application installation procedures or by the code developers.

Every workload presented above was run at least three times (gener-
ally six times) and the wall clock time was measured via the /usr/bin/time
system tool. The figures presented here are all based on average times com-
puted from the timings measured in the di!erent runs. Fluctuations among
di!erent runs were generally very low in the order of a few percent at most.
All the data was processed using eL32, a web-tool for the elaboration of
eLBaS results.

The tests were always run exclusively on the machine, that is ensuring
that no other CPU consuming process was active.

3 Results

3.1 NAMD

NAMD is a well renown classical molecular Dynamics (MD) code, which uses
simplified descriptors of energy and forces to compute the time evolution of
a physical system. In general it has low memory requirements (the largest

2el3.escience-lab.org
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systems can reach at most several Gbytes totally) and the scalability is
often limited to a relatively small number of processors (ca. tens of CPUs).
NAMD uses only one external library, namely the FFTW 2.1.5 library.

The code version used for the benchmark is the 2.7CVS version, which
includes native support for the Nvidia hardware via the CUDA framework3.
On the teslaws machine all the benchmarks were run using one Tesla GPU
for each process.

The dataset used was taken from the DEISA benchmark collection and
simulates the starch binding domain of Bacillus cereus of ! amylase. The
system is composed by a total of 28310 atoms.

In table 2 we can see that the Tesla equipped node provides a 67%
increase when running with one process with respect to zebra and a 70%
increase with respect to suntest. When running with two processes the
increase is respectively 65% and 67%.

Nowadays single and dual core processors are no longer employed in
HPC, thus a more significant comparison would be the one between the
teslaws machine as a whole (that is using all three C1060 boards) and the
single chip (4 cores) or the single computational zebra node (8 cores). In this
case we see that the increase in performance drops to 44% when considering
a zebra 4-core chip and to an insignificant 2% when considering the whole
8-core node.

Such limited performance increase of NAMD raises the question of wether
Tesla hardware is cost and energy e"cient in comparison with standard ar-
chitectures. The good performance increase observed when running with
one and two processes is not really significant as the advances in micro-
processor design made single and dual core computing nodes economically
unattractive. Our experience at eLab suggests anyway that only a minority
of actual HPC users is satisfied with less than 4 cores on their jobs.

CPU no. teslaws zebra suntest
1 12763 38522 42791
2 7555 21420 23024
3 6506 n.a. n.a.
4 n.a. 11572 12419
8 n.a. 6664 6497

Table 2: NAMD results overview (times in seconds)

3www.ks.uiuc.edu/Research/gpu
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3.2 TurboRVB

TurboRVB is a quantum Monte Carlo (QMC) code that is CPU intensive and
has generally moderate memory requirements. Communications between
parallel processes is minimal and thus scalability is optimal most of the
time. TurboRVB relies heaviliy on external BLAS/LAPack routines, which
were implemented with Intel’s MKL 10.0 on the Xeons and AMD’s ACML
4.2.0 on the Opteron machine.

The benchmark consists in a DFT-LDA computation using a periodic
gaussian basis on La2CuO4 system, involving 14 atoms and 130 electrons.

The version of the code we ran was directly modified by Nvidia devel-
opers to use the CUDA BLAS dgemm routine instead of the MKL routine,
whenever one of the dimensions of the matrix involved was smaller than
1284.

In table 3 we see that the use of the GPGPU brings a 44% increase in
performance when running the serial code and 15% increase when running
with two processes (2 CPU cores + 2 GPUs). As we compare the absolute
results with a quad-core chip or a full 8-core zebra node we see that even
using only 4 cores zebra outperforms teslaws. In this case considerations on
cost and energy e"ciency also prevail in assessing which is the best platform
to run TurboRVB.

Moreover, to see if it made sense to send to the GPU only dgemm call
with small matrices, we performed a test where we forwarded all dgemm
calls to the CUDA BLAS library. A total of 769 CUDA BLAS dgemm calls
were performed instead of 94 as with the original approach. In any case the
total wall clock time did not change (within error bars) suggesting that the
execution time of the benchmark is probably monopolized by operations on
big matrices and the cost of the other matrix operations is negligible.

We still need to investigate, however, which is the most e"cient way
to run TurboRVB on a heterogeneous multi-core machine such as teslaws
combining message passing and multi-threading to exploit the underlying
hardware at best. Preliminary results indicate that a mixed approach might
o!er the best performance.

3.3 Gromacs

At present Gromacs supports Nvidia CUBLAS libraries only through the
OpenMM library. OpenMM-Accelerated Gromacs is distributed in binary

4Massimiliano Fatica (Nvidia corporation), Accelerating Linpack with CUDA on het-
erogeneous clusters
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CPU no. teslaws teslaws (w/o GPU) zebra
1 10896 19932 n.a.
2 6988 8224 n.a.
4 n.a. n.a. 4490
8 n.a. n.a. 2569

Table 3: TurboRVB results overview (times in seconds)

form and as source code.
The same team that developed OpenMM-Accelerated Gromacs is in-

volved in Zepyhr, a project that tries to merge in a single package Gromacs,
OpenMM libraries and a GUI. The team actually focused on Zepyhr, leaving
OpenMM-Accelerated GROMACS without a decent documentation. More-
over, Zephyr is supported only on Windows and MacOSX, not on Linux.

We started by compiling the source code, which consisted in a standard
Gromacs distribution with some specific modifications. No documentation
was available in this phase so standard Gromacs procedures were followed.
Unfortunately we were not able to compile the code as some necessary files
where apparently missing. The problems were likely caused by the di!er-
ences between the Gromacs version used to develop modifications and the
one we tried to compile from.

We then tried to run the distributed binaries, even if they where not
compiled with optimized libraries. In any case the binaries are meant to
be used with the GUI, so all the documentation about running OpenMM-
Accelerated Gromacs on Tesla hardware refers to the GUI, where you can
use a simple drop-down menu to enforce the use of CUDA libraries. There
was no hint about how to run the binaries on Tesla hardware from the
command line, so in the end we decided not to run it.

4 Conclusions

This is a very preliminary and partial study, so no definitive and absolute
conclusions can be drawn at the moment. In this report we therefore share
only our “first impressions” that can be taken as a starting point for further
testing sessions.

Concerns regarding the di"culty to port existing software on the Tesla
architecture were confirmed by the fact that only three applications taken
from eLbas were theoretically suitable to run on it. Moreover, we were

5



unable to run Gromacs essentialy due to lack of documentation about the
port.

Secondly, performance of the seemingly optimized NAMD port was not
favorably comparable to the performance of multicore computing nodes we
currently employ at our facility. Even the mixed approach (CPU+GPGPU)
employed by Nvidia engineers to enhance TurboRVB does not seem very
promising, though using a di!erent test case with bigger matrices could
lead to di!erent results.

In the end, the first impression is that Nvidia’s Tesla GPGPU is not
“out of the box” useful for general purpose HPC workloads, but might be
very beneficial if well integrated in some particular scientific code. In the
short period the test system was at our disposal we were unable to estimate
the e!ort in term of human resources such an integration would require. We
have a great interest though in further exploring the role GPGPU hardware
could play in our computational environment.
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