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Abstract

We present a performance evaluation of Intel’s latest,
second-generation quad-core processor, Nehalem, against
Intel quad-core Harpertown family. We also include some
comparison against AMD Shanghai quad-core processor.
Our analysis focuses on single systems: performance and
intra-node scalability have been measured using a repre-
sentative set of large-scale scientific applications exten-
sively used on the computational infrastructure we main-
tain at our institution. Our performance analysis indicates
a generalized increase in performance on all the scientific
workloads we executed, ranging from 5% to up almost a
factor of two. We discuss and analyze different perfor-
mances for different workloads. Our results can be used
to assess the suitability of these processors in dual-socket
compute nodes as building blocks for medium size comput-
ing clusters.

1 Introduction

Intel Corporation has recently launched on the market
a microprocessor (codename ”Nehalem”) that is overcom-
ing one of the major limitations on Intel previous architec-
tures: a shared memory controller (Front Side Bus) for all
the processors on the same system. Nehalem is the first In-
tel processor to implement a NUMA architecture incorpo-
rating QuickPath Interconnect for interconnecting proces-
sors within a node and the first to incorporate an integrated
memory controller. This should theoretically increase in
a significant way memory performance making Intel 5500
[1] processors quite appealing for highly intensive scientific
workloads. It is therefore of great interest to understand
the impact of these new hardware features on real scientific
workloads.

The joint Democritos/Sissa Laboratory for e-science
(eLab) we belong to, is maintaining and constantly up-
dating a medium size computational infrastructure (order
of one thousand computational cores) intensively used by
a relatively large and heterogeneous scientific community.
This community comprises researchers working at SISSA
and at CNR/INFM Democritos National Simulation Center,
that are actively involved in computational sciences rang-
ing from computational material science and simulations of
biological systems to climate modeling and bioinformatics.
Performance results discussed here are therefore based on
real scientific applications and many of the datasets reported
here are provided directly by our user community.

In this report we present performance results obtained on
a preproduction Nehalem system made available to us re-
motely and we compare performance figures obtained there
against the former high-end Intel server processor, the 5400
family [2]. Dual socket systems of such kind are actually
in production at our HPC facility. We also compare some
of the benchmarks against the latest AMD quad-core CPU,
even if the comparison is not actually completely fair, the
AMD system being quite different in the number of sock-
ets.

We do not intentionally include here any micro-
benchmarks, interested readers can refer to standard bench-
marks web sites (www.spec.org) and Intel/AMD websites
for such numbers. A few recent papers [3] [4] also reported
detailed studies on some micro-benchmarks. The bench-
mark sets and applications used in this study are part of our
eLab benchmark suite described in reference [5]. For each
application and its associated dataset(s) a brief description
will be provided and computational characteristics will dis-
cussed in the light of performance results obtained. Bench-
mark analysis is performed with the help of eL3 [6] web
tool that collects all the performance data and it is freely
available.



This study focuses on raw performance within a sin-
gle node, thus scalability is limited by the total number of
the cores available. We do not consider in this first study
other aspects such as hardware cost, power consumption
and packing factor of the systems.

The paper is organized as follows: a description of the
CPU architectures and the systems we used are described
in section two. The benchmark procedure, scientific codes
employed and methodology adopted are presented in sec-
tion three. Section four reports result obtained and asso-
ciated discussion for each benchmark. In the conclusion a
short summary of the outcome of this study is presented.

2 Description of the architectures

In this section we describe in some details the multi-core
architectures tested in this report. We note that comparison
among Intel families 5500 (Nehalem) and 5400 (Harper-
town) is performed on systems of the same size: a dual
socket motherboard and each socket equipped with a quad-
core chip. AMD architecture at our disposal is different as
it is an eight socket system equipped with Shanghai AMD
processors. We are therefore comparing AMD processors
against Intel ones on very different systems. It is still un-
clear to us which role the different number of sockets plays
in term of performance and results we observed. Tables 1
and 2 give a comparative summary of CPUs parameters and
memory hierarchies. A brief description of these three ar-
chitectures follows.

Speed Peak (per CPU) cores sockets
Ghz Gflops

Harpertown 2.5 40 8 2
Nehalem 2.4 38.4 8 2
Shanghai 2.7 43.2 32 8

Table 1. CPUs details

Cache Memory
L1 L2 L3 Type Speed Total
KB MB MB (MHz) (Gb)

Harpertown 64 12 0 FBDIMM 667 16
Nehalem 64 0.25 8 DDR3 1066 6
Shanghai 64 0.5 6 DDR2 667 64

Table 2. memory hierarchies details

2.1 Harpertown system

The system is equipped with two E5420 processors run-
ning at 2.5Ghz. Each of them is connected to the Mem-
ory Controller HUB (MCH) through a shared 64-bit wide
Front Side Bus operating at 1333Mhz. The MCH connects
16Gb of RAM through 8 FBDIMMs of 2Gb each running at
667Mhz. A schematic view of the architecture is depicted
in the right panel of figure 1. Each E5420 quad- core pro-
cessor is actually a multichip Module (MCM) formed by
two dual-core dies, as depicted in the left panel of figure
1. On each die the cores share a 6Mb unified L2 cache. A
total of 12 Mb cache resides on the socket. L1 cache di-
mension available for each core is 64Kb (32Kb for data and
32Kb for instructions). The processor can perform 4 float-
ing point operation per cycle. So the CPU has a theoretical
peak performance of 40Gflops/sec.

Figure 1. Harpertown, CPU (left) and node (right) ar-
chitecture schema

2.2 Nehalem system

The Nehalem system is composed by two X5520 proces-
sors running at 2.4 GHz. The on-chip memory controller
supports three DDR3 memory channels: for each proces-
sor three 1Gb DIMMs running at 1066MHz are connected,
so the total amount of memory is limited to 6Gb. In addi-
tion, two QuickPath Interconnect (QPI) channels running at
4.8 Gb/s are available for each processor: one connects the
other processor while the other is connected to the North-
Bridge. This layout effectively implements a non-uniform
memory access (NUMA) architecture. Each of four cores
within the processors has a private 64Kb L1 cache (32Kb
for data and 32Kb for instructions) and a 256Kb L2 cache.
They share a 8Mb L3 cache. Each processor can issue four
floating point instructions per cycle resulting in a theoretical
peak performance of 38.4 Gflops/sec. A graphical represen-
tation of both processor (left) and system (right) is given in
figure 2.

The Nehalem also has a new implementation of Simul-
taneous Multi-Threading (SMT) with two threads per core.
Its goal is to improve performance by hiding memory laten-
cies. This is obtained by switching between the hardware



threads on memory stalls. SMT could be considered an im-
provement, even if very different, to Intel’s previous Hyper-
Threading technology. We will briefly analyze its role on
our workloads in section 4.6.

Figure 2. Nehalem, CPU (left) and node (right) archi-
tecture schema

2.3 Shanghai system

The AMD Shanghai system is composed by eight quad-
core Opteron 8384 processors running at 2.7GHz. This
is the third generation of quad-core Opteron CPUs. Each
die contains a single integrated memory controller and is
connected with 8Gb of DDR2 RAM. Two DDR2 667MHz
4Gb memory DIMM per processor are used and thus the
total RAM available is 64Gb. HyperTransport (HT) net-
work connects in a point-to-point fashion the eight proces-
sors thus implementing a NUMA architecture. Additional
HT links provide PCI Express I/O capability. Each HT link
has a theoretical peak of 8Gb/s for data transfer. Each core
has its private 64Kb L1 cache (32Kb for data and 32Kb
for instructions) and a 512Kb L2 cache sharing a 6Mb L3
cache. Each core can issue 4 floating point operations in a
clock cycle giving a theoretical peak performance of 43.2
Gflops/s for each CPU. Again a graphical representation of
both processor (left) and system (right) is given in figure 3.

Figure 3. Shanghai, CPU (left) and node (right) archi-
tecture schema

3 Benchmarks description and methodology

We present here in some details the different classes of
codes we used in this study which belong to the afore-

mentioned eLbas suite. eLbas is composed by a relatively
large set of computational codes which are intensively used
by our researchers. For each scientific application several
benchmarks and associated input datasets have been se-
lected from actual scientific problems under investigation.
This work has been done in close collaboration with our
users, so the benchmarks obtained give a clear indication
of the actual scientific workloads currently executed on the
HPC resources made available by eLab. In this study we
focused on the following subset of eLbas applications:

• Quantum Espresso suite [7] and CP2K [8] as represen-
tative of Ab Initio electronic structure codes

• Gromacs [9] and NAMD [10] as representative of clas-
sical MD codes

• TurboRVB and qmc sf as generic Quantum Monte-
Carlo codes

• RegCM [11] as representative of Cimate Modeling
codes

We provide in the following section a short description
of the computational characteristics of each class of codes
we investigated.

Ab Initio electronic structure (AbI) codes solve from first
principles the quantum mechanical equations of electronic
states to obtain energies, forces and properties of a given
system. In general these codes are computationally de-
manding both in terms of memory and CPU usage. For most
of these codes parallel versions exist with the better ones ex-
hibiting good scalability over a wide range of processors of
up to a few hundred in number, depending on the job size
and network speed. These codes extensively employ linear
algebra kernels and FFTs and therefore it is fundamental
to have highly optimized, hardware specific performance li-
braries available. Memory usage can easily reach several
Gb per process on large simulations. Data access is fre-
quently consecutive, allowing to exploit at best cache mem-
ories. Large simulations are consequently quite sensible to
bottlenecks in memory access.

Quantum-Espresso suite is actually developed locally at
the Democritos center while CP2K is another well know Ab
Initio code heavily used in our environment.

Classical Molecular Dynamics (MD) codes, which use
simplified descriptors of energy and forces to compute the
time evolution of a physical system, have low memory re-
quirements (the largest systems can reach at most several
Gb totally) and the scalability is often limited to a relatively
small number of processors (ca. tens of CPUs).

Gromacs and NAMD are well known MD packages used
by our user community for studies on biological systems.
We note that NAMD does not use any specific linear algebra
kernel while Gromacs does.



Quantum Monte Carlo (QMC) codes are represented by
two codes both locally developed at Democritos and Sissa:
TurboRVB and qmc sf. Memory requirements can be huge
for TurboRVB while qmc sf is not so memory demanding.
Similarly linear algebra kernels (LAPACK/BLAS) are im-
portant for TurboRVB and negligible for qmc sf. Scalabil-
ity is in general quite good for both.

We also included a climate modeling (CM) code,
RegCM, that some of our users recently started to use. This
class of codes produces enormous quantities of I/O, read-
ing/writing hundreds of Gb of scratch files therefore lim-
iting the parallel scalability. Climate modeling codes are
CPU intensive but they seem not to be so memory demand-
ing.

Table 3 summarizes the above considerations for each
class of codes. The workloads associated with the afore-
mentioned scientific codes are listed in table 4 with a short
description. We underline that the amount of memory for
each of the datasets used is limited due to the limited RAM
size on the Nehalem system.

3.1 Benchmarking procedure

In this initial study we ran the benchmarks using what we
define a ”base approach” which mimics the usage of scien-
tific applications by typical users. This generally means that
(i) applications are compiled and installed using the soft-
ware available (in terms of compilers and libraries) on the
systems and (ii) no advanced and/or specific optimization
techniques are so far applied. Optimization level at com-
piling time is the one indicated by application installation
procedures or by users who gave us the code and the asso-
ciated workloads.

The software stack used on each platform is outlined in
table 5. On the two systems under our control we used the
same software environment for a better and clear compar-
ison. On the Nehalem system, which we used remotely,
we used the software available without any specific request.
This is why on the Nehalem processor operating system,
compiler and libraries are different. MPI implementation
is the same (OpenMPI 1.3) with LibNUMA 2.0.2 affinity
support built-in.

Every workload presented above was run at least three
times (generally six times) and the wall clock time was mea-
sured via the /usr/bin/time system tool. The figures pre-
sented here are all based on average times computed from
the timings measured in the different runs. Fluctuations
among different runs are generally very low in the order
of a few percent at most. The tests were always run exclu-
sively on the machine, that is ensuring that no other CPU
consuming process was active.

AbI MD QMC CM
Memory requirements 4 2 3/4 3/4

CPU requirements 4 4 4 4
Scalability 4 3 4 3

Usage of external libraries 4 1 4 3
I/O requirements 3 2 3 5

Table 3. eLbas codes and their computational
charachteristics. 1 = very low, 2 = low, 3 = moder-
ate, 4 = high, 5 = very high.

Code benchmark Description/notes
Q/E pwscf3 SCF on small sys-

tem nband = 1140
npwx = 11880

Q/E cptest Car Parinello MD code
on bulk silver iodide, 108
atoms, 972 electrons

CP2K cp2k-128 128 water molecules ab-
initio MD dynamics

NAMD 1cqy Deisa NAMD benchmark (
starch binding domain of
Bacillus cereus of ! amylase
(28310 atoms)

Gromacs grobench 104 Residues plus water for
a total of 29459 atoms

RegCM africa-4 Africa region on a grid of
128! 120! 18

TurboRVB prep DFT-LDA code with pe-
riodic gaussian basis,
La2CuO4 14 atoms, 130
electrons.

qmc sf dmc-66 Diffusion Monte Carlo cal-
culation of the ground-state
of a superfluid Fermi-gas

Table 4. Elbas benchmarks used

Harpertown Nehalem Shanghai
O.S. Centos 5.2 SL 5.3 Centos 5.2
Compiler Intel 10.1 Intel 11.0 Intel 10.1
OpenMPI 1.3 1.3 1.3
Serial lib. MKL 10.0 MKL 11.0 ACML 4.2.0
Parallel lib. MKL 10.0 MKL 11.0 1.1/1.8*

Table 5. Software details. *Parallel libraries on the
Shanghai refers to BLACS 1.1 and Scalapack 1.8



4 Benchmark results and discussion

In this section we present the performance figures ob-
tained. The analysis for each application consisted of com-
paring the performance starting from a single core when
size and duration of the benchmark made it possible. We
then examined the scaling behavior using 1,2,4 and 8 pro-
cessors in a node. The largest datasets which were unfit
for a single core experiment were executed on a full single
processor (4 cores) and then on the full system. We also
briefly investigated the role of Intel SMT technology run-
ning benchmarks at 16 CPUs on the Nehalem and compar-
ing such numbers against AMD Shanghai platform where
the same number of cores was available within the same
node. In the case of Harpertown systems we ran 16 core
benchmarks using two nodes on our HPC platform con-
nected by 10Gbit Infiniband network .

All the data here presented were elaborated using eL3,
the Web-based tool designed to store and analyze Elbas
Benchmarks results. eL3 allowed us to carve out all the
numbers in term of scalability and execution times start-
ing either from applications or from CPU type through its
user-friendly interface. Results are here presented for the
four classes of codes discussed above. We will then present
some considerations about the role of affinity and SMT in a
final subsection.

4.1 Electronic structure calculation re-
sults

For such class of codes we ran three small size bench-
marks on the 1-8 core range so assessing both single core
performance and scalability within the node. In figure 4 we
report the increase in performance on the Nehalem with re-
spect to Harpertown in percentage points.

As shown in figure 4 Nehalem is faster for all the three
benchmarks ranging from a minimum increase of 5% to a
maximum of 67%. We note that Nehalem has a slightly
lower clock speed than Harpertown, indicating that perfor-
mance advantages arise both from core design and from the
faster memory system. It is interesting to note the different
increase with respect to the number of core on the CP2K ex-
amples. In this case the difference in performance is clearly
increasing going from 1 to 8 cores, being this a clear indica-
tion that Nehalem’s NUMA architecture avoids the memory
contention problem of MPI processes on the FSB present on
the Harpertown architecture. Such a behavior is not evident
for the Q/E benchmarks where memory footprint for both
examples is small and therefore the increase in performance
is mainly due to the increase of memory speed and it is not
so closely related to Nehalem NUMA architecture.

Figure 4. The increase of performance on Nehalem
architecture with respect to Harpertown

4.2 Classical MD results

Classical molecular dynamics simulations are an opti-
mal test case for multicore systems with a limited number
of cores as they are generally CPU intensive but not mem-
ory intensive. Therefore they might not be so scalable to
benefit from additional CPU’s connected via some network.
Both NAMD and Gromacs benefit from Nehalem architec-
ture (see figure 5), but the performance increase is much
greater on Gromacs. The simulated system size for both
benchmarks is quite similar so the better performance of
Gromacs cannot be explained in terms of increased mem-
ory speed as both codes should benefit from it roughly in
the same way. We can suppose that Gromacs experiences
a better performance due to the use of optimized BLAS /
LAPACK routines that manage to squeeze the most out of
the Nehalem technology.

In any case it is important to take notice of the different
increase using four or eight cores. In case of inter-core com-
munications the architectural advantages of the Nehalem
are evident, while in the case of intra-core communications
the performance gain is modest.

CPU no. Harpertown Nehalem Shanghai
4 11576 10806 12419
8 6624 5937 6498
16 3772 n.a. 3978

Table 6. namd-1cqy results



CPU no. Harpertown Nehalem Shanghai
4 10418 9062 10930
8 6052 4950 5542
16 3710 n.a. 3477

Table 7. grobench-1 results

Figure 5. Nehalem performance increase with respect
to Harpertown

4.3 Quantum Monte Carlo codes results

Quantum Monte Carlo codes are generally CPU inten-
sive and have moderate memory requirements. Commu-
nications between parallel processes is minimal and thus
scalability is optimal most of the time. The qmc-sf code
behaves exactly in this way, while TurboRVB has greater
memory requirements and relies heaviliy on BLAS/LAPack
routines.

We can see from picture 6 that on TurboRVB the Ne-
halem delivers a performance increase of about 10% with
respect to Harpertown and about 20% with respect to
Shanghai. The performance increase on qmc-sf is limited to
about 5% with respect to Harpertown and 10% with respect
to Shanghai. We should note that both codes gain more
when running on eight cores than on four underlining the
improvement obtained with the on-chip memory controller.

The qmc-sf code does not benefit much from the Ne-
halem architecture as it uses only a small amount of mem-
ory and its use of BLAS / LAPack routines is limited to
small matrix sizes. These two factors prevent the code from
increasing significantly its performance with respect to the
other architectures.

On the other hand TurboRVB manages to exploit ma-
chine tuned BLAS / LAPack code and use the Nehalem ar-
chitecture in a more efficent way. Still the dataset we used
is not memory intensive, due to the limited amount of RAM
available on the Nehalem system.

Figure 6. Nehalem performance increase with respect
to Harpertown

4.4 Climate modeling codes results

The Africa-4 benchmark was execute on 4 and 8 CPUs
as the size of the benchmark made it impractical to run it
on a lower number of CPUs. Table 8 gives absolute times
measured for the benchmark.

What we see is a large difference in performance be-
tween Intel and AMD CPUs. Both Intel CPUs are more
than 30% faster when using 4 CPUs, but Harpertown scales
badly on 8 CPUs. The Nehalem is not affected by such
problem which is again a clear indication of the superior
NUMA approach.

Shanghai shows a very good scalability that can be com-
pared with Harpertown cluster machines, although its abso-
lute performance is still slightly worse.

An impressive result is given here by the Nehalem run-
ning with 16 processes (SMT activated) where we still ob-
serve a noteworthy increase in the absolute performance of
the code, making the Nehalem architecture more efficient
than 16 Shanghai cores and only slightly slower than 2 in-
terconnected Harpertown systems.



Figure 7. The increase of performance on Nehalem
architecture with respect to Harpertown

CPU no. Harpertown Nehalem Shanghai
4 10022 8514 15762
8 7116 5008 7615
16 4170 4276 4726

Table 8. Africa-4 results

4.5 Processor and memory a!nity

The OpenMPI environment supports processor and
memory affinity, so processes can be locked to a specific
physical CPU (or core in this case) and consequently the
memory accessed by the process is confined to a specific
area. In our case processor and memory affinity is enforced
via the libnuma library1.

Table 9 displays the performance of an 8 processes run
of every code with libnuma affinity respectively enabled
and disabled. As we can see the affinity mechanism pro-
vides a negligible increase in performance in almost all the
benchmarks. On the pwscf3 benchmark the increase is ac-
tually of the same order of the wall clock time fluctuations.
The only notable exception is that of Africa-4 which gains
a decent 8% in performance (wall clock time fluctuations
around 2%). This could be related to the fact that RegCM
operates on a grid and with each process having its own part
of it, affinity helps to improve memory locality.

1see oss.sgi.com/projects/libnuma

benchmark affinity enabled affinity disabled
cp2k-128 968 (-2%) 991
Africa-4 4617 (-8%) 5008
namd-1cqy 5934 (-0%) 5939
TurboRVB 2111 (-1%) 2131
cptest 145 (-0%) 145
pwscf3 347 (-1%) 352

Table 9. 8 CPU runs with a w/o affinity

4.6 Simultaneous Multithreading

The Nehalem architecture provides a new implementa-
tion of Intel’s Simultaneous Multi Threading functionality
and some tests were conducted to investigate its effect on
scientific applications. In table 10 the performance obtained
for some benchmarks on the Nehalem with 16 processes is
compared with the performance of 8 processes on Nehalem
and 8 processors on Harpertown.

benchmark Harpertown 8 Nehalem 8 Nehalem 16
cp2k-128 1336 991 998
pwscf3 497 352 339
cptest 265 145 186

africa-4 7116 5008 4276

Table 10. Role of SMT technology

We observe that for the considered codes only in one
case moving from 8 to 16 cores perfomance drops and so
the SMT is counterproductive. In the other cases the SMT
feature does not limit the performance and might even in-
crease it. In particular Africa-4 benchmark runs 15% faster
with SMT enabled indicating that the microcode level oper-
ations involved can be effectively overlapped. These obser-
vations show that Intel’s SMT implementation could be of
interest for HPC and deserves to be explored furtherly. It is
however already evident that SMT represents an enhance-
ment with respect to Intel’s previous SMT implementation
(Hyperthreading), which was completely counterproductive
in case of HPC applications.

On the other hand, analizing results in table 11, we can
say that libnuma provided affinity mechanisms and SMT
cannot cooperate. The resulting performance might be re-
duced even by a half (Africa-4 case).



benchmark affinity + SMT enabled affinity disabled
cp2k-128 1942 (+96%) 991
Africa-4 7656 (+53%) 5008
cptest 145 (+0%) 145
pwscf3 360 (+2%) 352

Table 11. 8 CPU runs with a w/o affinity

5 Conclusions

In this paper we presented a initial performance evalua-
tion of the latest, second-generation Intel quad-core proces-
sor, Nehalem. This processor is the first Intel processor with
a NUMA architecture. The performance of the Nehalem
was compared against first generation quad-core proces-
sors from Intel (Harpertown) and partially against Shang-
hai, third generation quad-core AMD processors.

Data were obtained using real scientific applications on
typical workloads executed in our computational environ-
ment. Results obtained indicate the Nehalem as a very
promising platform capable of bypassing the limit of a
shared FSB present of the previous Intel processors. We ob-
serve a net increase of performance for all the applications
considered going from a minimum advantage of a few per-
cents to a significant improvement of almost a factor of two.
The processor seems to be quite performing with respect to
AMD CPUs as well.

These preliminary results give some indications about
future developments. The next step, actually already
started, is to apply selective optimization to various appli-
cations and investigate other special features available on
the Nehalem processors like, for instance, Turbo Mode.
A more complete analysis on the role of SMT technology
on our typical workloads is also under investigation. This
work, based on the analysis of performance data obtained
on a suite of significant scientific applications gives impor-
tant indications in the prospective of selecting processors
from which to build a cluster for scientific computational
tasks.
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